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Abstract
Despite the large body of work in the literature that attempts to develop diagnostic biomarkers for sepsis, there
is currently no widely accepted diagnosis for the fatal condition. In this report, gene expression analysis on
open microarray data is carried out by applying a range of meta-analysis and statistical learning techniques.
Data used in this work were comprised of seven microarray studies, amalgamated and made available by the
Khatri Lab, Stanford [1]. Results from the analysis yielded a set of six models that may potentially be used as
biomarkers for sepsis. While the results are inconclusive, the analysis framework provides a foundation upon
which further work with more sophisticated methods can build. These limitations and areas for further work
are discussed.

Introduction
In the 2010 Merinoff Symposium, sepsis was defined as “a life-threatening condition that arises when the body’s
response to an infection injures its own tissues and organs” [2]. There are an estimated 700,000 cases of sepsis
per year in America, over 200,000 of which are fatal [3]. A key reason for sepsis having such high morbidity,
and mortality in particular, is the lack of robust and reliable diagnostic biomarkers. In the literature, numerous
methods have been used to develop sepsis diagnoses, however there is little agreeance among the results. This
report focuses on a genetic approach to identifying biomarkers. In January of 2017, Sweeney and Khatri
performed a systematic search of public gene repositories for data regarding sepsis patients [5]. They went on
to use the resulting data as an evaluation tool for three previously developed gene expression diagnostics. In
this report, this larger dataset, comprised of seven microarray studies, is used to generate a confidence set of
models for sepsis diagnosis. In order to do so, the R statistical package [6] is used to apply a combination of
meta-analysis and statistical learning techniques.

Approach
To develop data-driven gene expression diagnostics, data from one-channel DNA microarrays are used. These
microarrays have the capability of probing the expression levels of tens of thousands of genes from any given
sample. Using these data, the aim is to identify genes that have consistent differential expression (over or under
expressed) when comparing sepsis patients to healthy patients. Once these genes have been identified, a logistic
model can be developed as a diagnostic tool.
The microarray technology [7] used to collect the data takes advantage of the hybridising capability of DNA
structures. Initially, a specific probe DNA sequence is ‘printed’ onto each of the elements of the microarray.
Each of these probe sequences correspond to a ‘perfect match’ target gene. As such, when sample RNA (mixed
with a fluorescent compound) is washed across the microarray, target genes will hybridise exclusively to the
respective corresponding probe gene. In this fashion, once the microarray has been washed with the sample,
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Figure 1: The pie-chart represents the proportions of patients each study contributes to the total of 659. The sizes of
circles in the chart below give the relative sizes of the gene sets tested.

each element of the array will have varying numbers of hybridised pairs, corresponding to differing expressions
of the particular target genes. The microarrays are then optically analysed to detect the fluorescent intensities
in each of the elements. Clearly, the intensities of each element are directly proportional to the expression level
of the corresponding gene in the sample being considered. Hence each of the intensities for each sample can
then be recorded to undergo gene expression analysis.

Data
The dataset used in this work is comprised of seven microarray studies consolidated by the Khatri Lab, Stanford
[1]. Each of the seven sub-sets contain gene expression data, binary diagnostic data, and phenotypic data for
each sample. The dataset is made up of a total 659 samples, for which the expressions of up to 36,710 different
genes were probed. It is worth noting that the seven studies did not all test for the same genes sets; a total of
13,386 genes were probed in all seven studies. The patient proportions, and sizes of gene sets of the respective
studies are exhibited in Figure 1.

Prior to analysis, the microarray data are required to undergo pre-processing. Normalisation is necessary
to remove biases between samples, and a log base 2 transformation is applied to all gene expression data to
increase normality. This pre-processing of the data was completed as part of the 2017 paper by Sweeney and
Kahtri [5].
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Methods
In the paper by Sweeney and Khatri, of the three methods that were evaluated, the ‘Sepsis MetaScore’ (SMS)
diagnostic tool [4] was the best performing [5]. As such in this report, the methods applied to the data are
similar to those used in developing the SMS, except for the final step in which this work looks to apply the
statistical learning technique of the LASSO [8]. The framework of the analysis looks to address three key focuses
as detailed below.
Given the dimensionality of the dataset being considered (659 samples and 36,710 genes), a key objective is
dimension reduction. In this way, the data can be filtered such the that the most relevant genes are being
considered.
Also of key importance is consistency of results across the seven studies. Given that individual studies have
biases for a number of reasons (different sample sets, microarrays from differing manufactures, etc.), it makes
little sense to analyse the dataset as a whole. Instead, each study is considered separately, then meta-analysis
techniques are applied to combine and ensure the comparability of results.
Finally, in a dataset with such a large number of predictor variables, false discoveries are inevitable. Thus the
third area for key consideration is the way in which these false discoveries are dealt with.
The process used in this work entails three steps of gene filtering, each which look to address one or more of
these key objectives. After the filtering stages, a logistic LASSO model is applied using the remaining genes.

Stage 1
Student’s t-test
The first step in filtering genes is to apply a two-sample, unequal variance, Student’s t-test [9]. That is for the
ith gene, in the j th study, the following null hypothesis is tested:
H0ij :

−
µ+
ij = µij

vs.

Haij :

−
µ+
ij 6= µij

th
at the significance level α = 0.01, where µ±
gene in the sepsis positive/negative
ij is the mean expression of the i

patients respectively, from the j th study. In testing this hypothesis, genes with and without significantly different
averages within each of the seven studies can be identified.
Fisher Sum of Logs Method
In order to combine results across the seven studies, meta-analysis techniques are required to ensure only genes
with consistently significant differential expression are kept in the dataset. To do so, the Fisher Sum of Logs
Method is applied [10]. This method uses the fact that under the null hypotheses H0ij , the p-values (resulting
from the t-test above) will have a uniform distribution (that is, pij ∼ U (0, 1)). Hence, variables Xi created
through the following transformation:
Xi = −2

N
X

log(pij ),

j=1
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will have a Chi-squared distribution on 2N degrees of freedom, where N is the number of studies for which
we can calculate a p-value for the ith gene. Therefore, calculating the corresponding p-values of the Xi , and
thresholding on the same significance level of α = 0.01, enables the filtering of genes that do not consistently
exhibit differential expression throughout the studies. This method was implemented using the metap package
in R [11].
Benjamini-Hochberg (BH) Adjustment
To remove false discoveries, the p-values resulting from the Fisher method require adjustments, namely via the
procedure developed by Benjamini and Hochberg [12]. The BH adjustment occurs as follows:
1. Rank all n p-values in order from smallest to largest:
{p1 , p2 , ..., pn }
2. Set the nth adjusted p-value equal to the nth original p-value:
p̃n = pn
3. From p̃n−1 through to p̃1 adjust via the rule:
p˜i = max

n n 
i

pi , pi+1

o

In this fashion, the magnitudes of the p-values are increased, causing the vast majority of false discovery genes
to be removed. The BH correction was applied to the p-values through the p.adjust function in R. After
putting the data through this Stage 1 process, the dataset is able to be reduced from having 37,610 genes to
5071 differentially expressed genes.

Stage 2
Hedge’s g
Using the set of 5071 genes, Stage 2 seeks to further filter out genes based on their effect size. This
thresholding is carried out using Hedge’s g statistic [13]:
gij =

−
µ+
ij − µij
,
s∗

where s* is the pooled standard deviation, given by:
s
(n+ − 1)s2+ + (n− − 1)s2−
s∗ =
,
n+ + n− − 2
with n± and s± representing the number and standard deviation of samples from the sepsis positive and
negative samples respectively. This measure of effect size gij was computed for every gene from each of the
studies.
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Inverse Variance Weighted Average
In order to threshold the genes based on this effect measure, the gij results were combined across studies using
the Inverse Variance Weighted Average (IVWA) method [14]. This technique looks for consistency in the
effect sizes, prioritising the precision of the measures. As suggested by the name, the IVWA method generates
a weighted average effect size ḡi for each gene, where the weights Wij are given by the inverse of the respective
variances as below:
N
P

ḡi =

Wij gij

j=1
N
P

,

Wij = Vij− 1.

with

Wij

j=1

Using the standard error for ḡi :
SE(ḡi ) = s

1
N
P

,
Wij

j=1

z-scores can be formed by taking the quotient of ḡi and its standard error:
N
P

Wij gij
ḡi
j=1
z=
= s
SE(ḡi )
N
P
Wij
j=1

In this fashion, the z-scores allow further filtering of genes based on their effect size, consistency and precision.
The corresponding p-values are calculated, and undergo Benjamini Hochberg adjustment using the p.adjust
function in R. After adjustment, the genes are then filtered using the α = 0.01 significance level. After Stage 2
of the process the gene set is reduced to 1,743 genes.

Stage 3
1.5 Fold Change
The final filtering step involves the use of a 1.5 fold-change threshold. If two variables y1 and y2 have an R
fold change between them, this simply indicates that the ratio of the two variables is R, that is; R can be
expressed as:
max{y1 , y2 }
min{y1 , y2 }
Given that all data initially undergoes a log base 2 transformation, the filtering condition on the average fold
R=

change for each gene takes the form:
N
1 X +
(µ − µ−
ij ) ≥ log2 (1.5)
N j=1 ij

The choice of 1.5 as the threshold value is made to be consistent with work in the literature [4]. Once this
final stage of thresholding has been carried out, the gene set is reduced by approximately an order of
magnitude to 161 genes.
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Stage 4
Logistic LASSO Regression
With the set of 161 predictor variables, the final stage involves using a statistical learning tool, namely the
Least Absolute Shrinkage and Selection Operator (LASSO)[8]. The LASSO is a regularisation technique that
can be useful in situations with a large number of predictors, many of which are correlated. The LASSO
technique was applied in the context of logistic regression, which models the log odds of a sepsis positive
sample. The model takes the form:

Y = ln

P+
1 − P+



~T ~
= β0 + β
x,

where P + represents the probability of a sepsis positive result, ~
x is a vector of input data (gene expressions),
~ are parameters for the intercept and regression coefficients respectively.
and β0 , β
~ that satisfy the following expression:
The LASSO looks to find values of β0 and β
( n
)
p

i
Xh 
X
T
~
T
β
+
β
~
x
0
m
~ ~
max
y m β0 + β
xm − log(1 + e
) −λ
|βn | ,
β0 ,β

m=1

n=1

where the first sum can be recognised as the standard maximum likelihood estimate and the second sum is a
measure of the magnitude of the coefficients βn . As can be seen in the expression above, the LASSO seeks to
limit the size of the coefficients, hence reducing the effects of collinearity amongst the predictors. In doing so,
the LASSO will select particular genes from the set of 161 to fit coefficients, and others will naturally collapse
to zero. Using the glmnet package [15] in R, the logistic LASSO method was applied to data from each of the
seven studies, using the 161 selected genes as predictor variables. The method successfully fitted 6 models
with varying levels of consistency as discussed below.

Results
The four-stage process yielded six logistic models, the results of which are summarised in Table 1. From the
table, we see that in only two of the seven models, more than 70% of the deviance in the data is explained by
the model. This suggests that the predictive abilities of the models may be limited.
Study

GSE28750

GSE32707

GSE40012

GSE65682

GSE66099

GSE74224

EMEXP3589

# Genes Selected

7

22

5

17

0

12

18

% Deviance Explained

63.64%

67.95%

66.45%

33.49%

0%

70.13%

88.99%

Table 1: Summary of Model Results

The six models, and the respective study labels are presented below
GSE28750
Y=-4.96 + 0.06*(BATF) + 0.03*(RETN) - 0.07*(MME) + 0.12*(ZBED6) + 0.73*(CTSD) 0.21*(LOC100510649) + 0.12*(RNASE2)
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GSE32707
Y=2.48+ 0.5*(CD274) + 0.22*(HPSE)-0.13*(STOM) + 0.85*(SIGLEC9) - 0.45*(RRM2) - 0.12*(CD177) +
0.06*(OLFM4) + 0.32*(PTTG1) -0.59*(ODC1) -0.35*(TGFBI) -0.18*(DACH1) -0.59*(LOC653079)
-0.05*(LOC100131905) + 0.18*(HPGD) -0.32*(ANKRD22) + 0.19*(CD24) + 0.47*(MYL9)
-0.03*(RP11-529I10.4) -0.07*(LOC402057) -0.04*(PDK4) -0.42*(KIAA1324) + 0.63*(LOC649923)
GSE40012
Y=-1.06 + 0.72*(FCGR1A) + 0.36*(CEP55) + 0.44*(NKG7) -0.39*(DACH1)-1.32*(PDK4)
GSE65682
Y=-3.39 + 0.27*(ADCY3) + 0.18*(HPSE) + 0.34*(FCGR1A) + 0.01*(HP)
-0.13*(HLA-DRB1 /// HLA-DRB3 /// HLA-DRB4 /// HLA-DRB5) + 0.04*(BPI) + 0.18*(TLR5) +
0.16*(MPO)-0.18*(TMEM192 /// ZNF320) + 0.09*(NKG7) -0.31*(KIAA1370) -0.07*(MPEG1) +
0.07*(ANKRD55) + 0.21*(C20orf194 /// UBE2F) -0.11*(HLA-DQA1 /// HLA-DRA)
GSE74224
Y=-7.68 + 0.55*(BATF) + 0.5*(PLAC8) + 0.23*(OPLAH) + 0.33*(CD274) + 0.06*(MMP8) + 0.2*(HPSE)
+ 0.21*(C3AR1) + 0.15*(FAR2) -1.8*(NCRNA00243) + 0.1*(LTF) + 0.05*(PTTG1) + 0.11*(IGK@)
EMEXP3589
Y=48.01 + 0.61*(CD82)-0.56*(PLAC8) + 0.27*(ACER3)-0.65*(FAM20A) + 0.26*(SIGLEC10) -0.5*(TLR5)
-2.56*(ISOC1) -0.3*(RNASE2) -0.3*(HLA-DRA) + 1.09*(ALPL) -0.73*(MPEG1) -0.33*(CST7)
-0.09*(DEFA4) -0.22*(CD24)- 0.73*(MYL9) -0.15*(PHOSPHO1) -0.01*(C1QB) -0.53*(PDK4)

It is clear that the six resulting models lack concordance. Comparing the models, the most apparent genes are
the HSPE and PDK4 genes being selected in three of the six models.
Considering the analysis results from a different perspective however, the process and rationale can be
somewhat validated. Of the 161 genes that result from the 3-step filtering process, the results from the 5 genes
with the largest fold-changes can be summarised as in Table 2.
It is clear that these five genes provide results with extremely low p-values and significant fold changes. All
five of these genes have been focused on in literature, and are regarded as being potentially useful in the
diagnosis of sepsis, hence validating the use of the three-stage filtering process used here [16]-[19].

Discussion
Two aspects of the analysis that require reconsideration; firstly, the independence assumption of genes, and
secondly, the use of the LASSO to fit logistic regression models.
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Gene

Up/Down Regulated

Fisher p-value

IVWA p-value

Fold Change

LCN2

Up

2.08E-37

7.34E-13

1.765163

RETN

Up

1.30E-36

2.56E-12

1.569523

MMP8

Up

9.34E-36

3.69E-12

1.928698

HP

Up

7.91E-34

2.81E-15

1.553955

CD177

Up

2.55E-25

7.64E-12

1.616092

Table 2: Summary of the 5 genes with largest differential expression. The table details whether each gene was over or
under expressed, the p-values resulting from the two meta-analysis methods (prior to BH adjustment) and the respective
fold changes calculated.

All work in this report has treated each of the genes as independent predictors. It is evident that this
assumption of independence does not hold for the vast majority of genes given the interactive nature of the
system being considered. It would be desirable to utilise an approach that looks for the associations among
genes to build a more sophisticated framework for gene filtering and model fitting. In this fashion, the data
can be better understood, and then used to paint a clearer picture of the systems being considered.
The use of the LASSO to fit the final logistic models while potentially useful in other scenarios, does not seem
to apply in this case. The way in which the LASSO works, is to shrink the magnitude of coefficients βn so as
to reduce the effects of collinearity of predictor variables. In doing so the LASSO selects particular genes for
which it finds coefficients, while all other genes have their coefficients collapsed to zero. The issue with this is
that the LASSO does not produce unique models. That is; there may be multiple models that explain the
data equally as well, however the LASSO will only choose one of these models. Due to the ways in which
genes can interact, the expressions of particular genes can often be highly correlated (positively or negatively)
with that of others. This nature of both the data and the LASSO most probably explains the lack of
consistency in the six models that were produced.
Further work may entail returning to the reduced set of 161 genes and working to further understand the
correlations and associations of the genes then potentially using these associations to relate to biological
mechanisms. In this way it may be possible to find the genes that play a fundamental role for sepsis diagnosis.
From this point, a more sophisticated model fitting technique may be implemented to develop more
consistent, robust models.

Conclusion
Sepsis is a common life threatening condition that lacks a well accepted, robust diagnostic tool. This report
detailed the use of meta-analysis and statistical learning methods on microarray data to develop a confidence
set of diagnostic models for sepsis. The data-driven approach was applied to datasets that came from seven
sepsis microarray studies, which probed a total of 36,710 genes in 659 independent samples. Through a three
stage filtering process the number of relevant genes was able to be reduced to 161. With these genes, the
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LASSO algorithm was used to fit a logistic regression to each of the seven datasets. The six models that
resulted lacked consistency, and concordance. Further work may take into account the interactions and
associations of genes to work towards building a more robust set of diagnostic models.
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